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Good Afternoon!
Please tell us something about yourself, to include:
– Professional expertise / experience
– Why are you taking this course

– Interests
– Hobbies
– Thoughts about Intelligent Systems
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Course Objectives
The objective of this course is to present the principles and
major methods for designing and constructing expert systems,
and to involve the students in expert systems research.
Major topics:
• Classical Approaches to the Design and Development of Expert Systems
• Ontology Design and Development
• Learning-Oriented Knowledge Representation
• Problem Reduction and Solution Synthesis
• Modeling Expert‟s Reasoning
• Agent Teaching and Multistrategy Rule Learning

• Mixed-Initiative Problem Solving and Knowledge Base Refinement
• Tutoring Expert Problem Solving Knowledge
• Design Principles for Expert Systems
• Frontier Research Problems
 2008, Learning Agents Center
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Course Objectives (cont)
Link Expert Systems concepts to hands-on applications by
building an actual system.
Learn about all the phases of building an expert system and
experience them first-hand by using the Disciple development
environment to build an actual system: Assistant for the
evaluation of the believability of web pages.
Disciple is one of the most advanced development environments for
expert systems. It has been developed in the Learning Agents
Center of George Mason University and has been successfully used
to build expert systems for a variety of domains.
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Course Organization and Grading Policy
Course organization
In general, classes will consist of three parts:
- Theory

- Hands-on
- Project
Project assignments will consist of incremental developments of the
expert system and will be presented in class.

Grading Policy
- Final Exam, covering the theoretical aspects presented – 50%
- December 9th, 4:30 pm
- Assignments, including course participation – 50%
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Readings

Lecture notes provided by the instructor (required).

Additional papers required or recommended by the
instructor.
Lecture Notes Availability
The lecture notes to be used in a Tuesday class will be
available by Monday evening.
It is not necessary to study the lecture notes before the class
but it is very helpful to have them during the class.
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Toward Knowledge Societies
Knowledge Societies are societies where knowledge is the primary
production resource instead of capital and labor.
Human societies are rapidly evolving toward knowledge societies and an
integrated global knowledge society because of the development of current
information technologies that:
• No longer restrict knowledge societies to geographic proximity.
• Facilitate sharing, archiving and retrieving knowledge.
The success of any society lies in harnessing knowledge that has become
the most important capital in the present age.
Knowledge Engineering (the discipline for building knowledge systems,
taught in this course) is a critical discipline in the Knowledge Societies.
UNESCO 2005, Toward Knowledge Societies, http://unesdoc.unesco.org/images/0014/001418/141843e.pdf (25 August, 2008)
Schreiber G., et al., Knowledge Engineering and Management: The Common KADS Methodology, MIT Press, 2000.
Paul A. David and Dominique Foray, Economic Fundamentals of the Knowledge Society, Policy Futures In Education. An eJournal, 1(1) : Special Issue: Education and the Knowledge Economy, January 2003, http://wwwecon.stanford.edu/faculty/workp/swp02003.pdf (25 August, 2008)
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Data, Information, Knowledge, Wisdom
Data are uninterrupted signals, raw observation, measurements
“color red”

Information is data equipped with meaning
“red traffic light” (color in context has a specific meaning)
“red tomato”
Knowledge is information associated with purpose and action
“If light turns to red then stop before the intersection”
“If the tomato is red then it is ripe”
Wisdom is knowledge associated with values that lead to good
decision-making
Gene Bellinger, Durval Castro, Anthony Mills, Data, Information, Knowledge, and Wisdom, http://www.systemsthinking.org/dikw/dikw.htm (25 August, 2008)
Oregon Technology in Education Council (OTEC), Data, Information, Knowledge, and Wisdom, http://otec.uoregon.edu/datawisdom.htm (25 August, 2008)
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What is Artificial Intelligence

Artificial Intelligence is the Science and Engineering that
is concerned with the theory and practice of developing
systems that exhibit the characteristics we associate with
intelligence in human behavior: perception, natural
language processing, reasoning, planning and problem
solving, learning and adaptation, etc.

 2008, Learning Agents Center

11

What are Expert Systems
An Expert System is an intelligent software system that
incorporates a large amount of human problem solving
expertise in a specific domain, allowing it to perform a task
that would otherwise be performed by a human expert.
An Expert System:
• May support a human expert to perform a task.
• May perform an expert task for a non-expert user.
• May teach a user how to perform a task.
Knowledge Engineering is the discipline concerned with
the development of knowledge-based (expert) systems.
The terms Expert System, Knowledge-Based System,
Knowledge-Based Agent, Intelligent Agent, and Agent
will be used interchangeably in this course.
 2008, Learning Agents Center
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Benefits of Expert Systems
• Productivity
• Faster decision-making
• Increased productivity
• Enhanced problem-solving
• Solve complex problems
• Reliability
• Equipment operation
• Reduced downtime
• Knowledge preservation
• Capture scarce expertise
• Use in remote locations

• Quality improvement
• Increase quality of decisions
• Dealing with uncertainty
• Training
• Educational benefits
• Job enrichment
• Flexibility
• Integrating knowledge
of several experts

Martin B., Subramanian G., Yaverbaum G., Benefits from Expert Systems: An Exploratory Investigation, Expert Systems with
Applications, 11(1); 53-58, 1993.
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Sample of Successful Expert Systems
Digital Equipment Corporation R1 system
Helped configure orders for new computers, saving
the company an estimated $40 million a year.
DARPA’s DARP logistics planning system
Used during the Persian Gulf crisis of 1991 and
reportedly more than paid back DARPA‟a 30-year
investment in Artificial Intelligence.

NASA’s planning and scheduling systems
Helped plan and control the operations of NASA‟s
spacecrafts.
 2008, Learning Agents Center
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Basic Architecture of an Expert System
Implements a general method of
solving the input problem based on
the knowledge from the knowledge base

Expert System
Input/
Sensors

User/
Environment

Output/
Effectors

Problem Solving
Engine
Knowledge Base
ONTOLOGY

Ontology

OBJECT
SUBCLASS-OF
BOOK

CUP

TABLE

INSTANCE-OF

Rules/Cases/…

CUP1

ON

BOOK1

ON

TABLE1

RULE
 x,y,z  OBJECT,
(ON x y) & (ON y z)  (ON x z)

Contains data structures that represent the expertise domain.
It includes representations of objects and their relations,
but also representations of laws, actions, rules, cases or
elementary problem solving methods.
 2008, Learning Agents Center

15

Desirable Features of Expert Systems

Good simulation of human experts

Transparency and explanations

Ease of use

Easy knowledge acquisition and maintenance
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Transparency and Explanations
The knowledge possessed by the system and its reasoning
processes should be understandable to humans.

The system should have the ability to give explanations of
its behavior, what decisions it is making and why.

Without transparency it would be very difficult to accept, for
instance, a medical diagnosis performed by an expert system.

 2008, Learning Agents Center
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How Are Expert Systems Built
Expert System
Subject
Matter Expert

Problem Solving
Engine

Knowledge
Engineer
Dialog
Programming

Knowledge Base

Results

A knowledge engineer attempts to understand how a subject matter
expert reasons and solves problems and then encodes the acquired
expertise into the agent's knowledge base.
The expert analyzes the solutions generated by the agent
(and often the knowledge base itself) to identify errors, and
the knowledge engineer corrects the knowledge base.
 2008, Learning Agents Center
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Typical Scenario for Expert System Construction

Adapted from:
B.G. Buchanan, D. Barstow, R. Bechtal, J. Bennett, W.
Clancey, C. Kulikowski, T. Mitchell, D.A. Waterman,
Constructing an Expert System,
in F. Hayes-Roth, D. Waterman and D. Lenat (eds), Building
Expert Systems, Addison-Wesley, 1983, pp.127-168.
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Identification of a Problem
The director of ORNL faces a problem.
EPA regulations forbid the discharge of quantities of oil or
hazardous chemicals into or upon waters of the United States,
when this discharge violates specified quality standards.
ORNL has approximately 2000 buildings on a 200-square-mille
government reservation, with 93 discharge sites entering White
Oak Creek. Oil and hazardous chemicals are stored and used
extensively at ORNL.
The problem is to detect, monitor, and contain spills of these
materials.
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Investigated Solution
Develop a computer system that incorporates the expertise
of people familiar with spill detection and containment
(i.e. a knowledge-based expert system or agent).
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Participants

A knowledge engineer is assigned the job of building
the system.
The knowledge engineer becomes familiar with the problem
and the domain.

The knowledge engineer finds an expert on the subject
who agrees to collaborate in building the system.

What aspects may concern the expert?

 2008, Learning Agents Center
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Scope the Problem to Solve: Specify Requirements

The knowledge engineer (KE) and the subject matter expert
(SME) have a series of meetings to better identify the
problem and to characterize it informally.
They decide to concentrate on identifying, locating, and
containing the spill.

 2008, Learning Agents Center
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Scope the Problem to Solve: Specify Requirements
When an accidental inland spill of an oil or chemical occurs,
an emergency situation may exist, depending on
the properties and quantity of the substance released,
the location of the substance, and whether or not
the substance enters a body of water.
The observer of a spill should:
1. Characterize the spill and the probable hazards.

2. Contain the spill material.
3. Locate the source of the spill and stop any further release.
4. Notify the Department of Environmental Management.
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Understanding the Expertise Domain

The knowledge engineer schedules numerous meetings
with the subject matter expert to uncover:
• basic concepts
• primitive relations
• definitions
which are needed to talk about the addressed problem, and
to understand it and its solutions.

 2008, Learning Agents Center
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Elicitation of the Object Ontology
Elicitation of the object ontology of a domain means
determining:
• which concepts apply in the domain,

• what they mean,
• what is their relative place in the domain,
• what are the differentiating criteria
distinguishing the similar concepts,
• what is the organizational structure giving
these concepts a coherence for the expert.

In other words, this means the elicitation of the expert‟s
conception of his/her domain.
What are some natural ways of eliciting the basic concepts
of a domain?
 2008, Learning Agents Center
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Basic Concept Elicitation Method

Tutorial session delivered by the expert

Ask the expert to prepare an introductory talk
outlining the whole domain, and to deliver it as a
tutorial session to the knowledge engineer.
Then extract concepts from the transcript of the talk.

 2008, Learning Agents Center
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Basic Concept Elicitation Method

Ad-hoc list created by the expert
Ask the expert to generate a list of typical concepts
and then systematically probe for more relevant
information (e.g. using free association).

Book index

Extract concepts from the index of a book describing
the expertise domain.

 2008, Learning Agents Center
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Basic Concept Elicitation Methods

Structured or unstructured interviews
with the expert

These are a goal-oriented method used when the
knowledge engineer wants to explore an issue.

 2008, Learning Agents Center
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Unstructured Interview with the Expert
The questions and the alternative
responses are open-ended.
From the “spill” application:
KE: Suppose you were told that a spill had been detected in White Oak
Creek one mile before it enters White Oak Lake. What would you do to
contain the spill?
SME: That depends on a number of factors. I would need to find the source
in order to prevent the possibility of further contamination, probably by …

Is this an easy to use method?
It is difficult to plan and conduct.
 2008, Learning Agents Center
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Structured Interview with the Expert
The questions are fixed in advance.

Types of structured questions:
• Multiple-choice questions
• Dichotomous (yes/no) questions
• Ranking scale questions

 2008, Learning Agents Center
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Types of Structured Questions: Multiple-choice
Example: From Diabetic Foot Advisor (Awad, 1996):
If a diabetic patient complains of foot problems,
who should he or she see first (check one):
 Podiatrist
 General practitioner
 Orthopedic surgeon
 Physical therapist
What are the main characteristics of this method?
• Offers specific choices.
• Faster tabulation.
• Less bias due to the way the question is formulated.
 2008, Learning Agents Center
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Types of Structured Questions: Dichotomous

Example:
From Diabetic Foot Advisor (Awad, 1996):
Do patients with neuropathy come for regular checkups?

 Yes
 No

 2008, Learning Agents Center
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Types of Structured Questions: Ranking Scale
Ask the expert to arrange items in a list in order of
their importance or preference.
Example

(Awad, 1996):
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Basic Concept Elicitation Method
Protocol analysis (think-aloud technique)
Systematic collection and analysis of the thought
processes or problem-solving methods of an expert.
Protocols (cases, scenarios) are collected by asking experts
to solve problems and to verbalize what goes through their
minds, stating directly what they think.
The solving process is carried out in an automatic fashion
while the expert talks.
The knowledge engineer does not interrupt or ask questions.
Structuring the information elicited occurs later when the
knowledge engineer analyzes the protocol.
 2008, Learning Agents Center
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Example of a Protocol – Adapted from Awad (1996)
A doctor verbalizes the diagnosis of a diabetic foot patient:
1.
2.
3.
4.

This woman is in her mid to late forties.
Being quite overweight and a diabetic, blisters are common occurrences.
Pain is symptomatic of the blister.
Patient is experiencing this blister for the first time. She's probably more
worried than being in pain.
Being diabetic, blisters take a long time to heal. It is not likely to get worse.

5.
…
40. I don't see broken skin or pus accumulating, which is a good sign.
41. I'm going to recommend NSD and soaking the foot in warm water before
going to bed and after getting up.
42. Her husband will have to help.
43. I'm going to recommend that patient wear wide-toed shoes.
…
64. So, for the moment, I am going to tell the patient to see me in two weeks.
65. Right now, I wouldn't recommend any medical treatment. Surgery is the
last thing on my mind.
66. I'll relay this diagnosis and decision to patient.
 2008, Learning Agents Center
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Basic Concept Elicitation Methods
Which are the main strengths of these methods?
Strengths
• gives the knowledge engineer an orientation to the domain.
• generates much knowledge cheaply and naturally.
• not a significant effort for the expert.
Which are the main weaknesses of these methods?

Weaknesses
• incomplete and arbitrary coverage
• the knowledge engineer needs appropriate training and/or
social skills
 2008, Learning Agents Center
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Concept Hierarchy Elicitation
The Card-Sort Method
• Type the concepts on small individual index cards.
• Ask the expert to group together the related concepts into
as many small groups as possible.
• Ask the expert to label each of the groups.
• Ask the expert to combine the groups into slightly larger
groups, and to label them.
The result will be a hierarchical organization of the concepts.

 2008, Learning Agents Center

39

The Card-Sort Method: Illustration (Gammak, 1987)
Expertise domain:
Domestic gas-fired hot water and central heating system
Satchwell
Time Switch
Programmer
Thermostat
Set Point
Rotary Control Knob
Gas Control Valve
Solenoid
Electrical System
Electrical Supply
Electrical Contact
Fuse
Pump
Motorized Valve
 2008, Learning Agents Center

Electric Time Controls

Thermostat
Gas Control

Control Electricity

Electrical Supply
Electrical Components
Mechanical Components
40

The Card-Sort Method: Features
Which are the main strengths of this approach?
Strengths
• gives clusters of concepts and hierarchical organization
• splits large domains into manageable sub-areas
• easy to do and widely applicable

Which are the main weaknesses of this approach?
Weaknesses
• incomplete and unguided
• strict hierarchy is usually too restrictive
How could we modify the method to build a tangled hierarchy?
 2008, Learning Agents Center
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Understanding the Expertise Domain: Illustration
KE: Suppose you were told that a spill had been detected in White Oak
Creek one mile before it enters White Oak Lake.
What would you do to contain the spill?
SME: That depends on a number of factors.
I would need to find the source in order to prevent the possibility of further
contamination, probably by checking drains and manholes for signs of the
spill material. And it helps to know what the spilled material is.
KE: How can you tell what it is?

SME: Sometimes you can tell what the substance is by its smell.
Sometimes you can tell by its color, but that's not always reliable since dyes
are used a lot nowadays. Oil, however, floats on the surface and forms a
silvery film, while acids dissolves completely in the water.
Once you discover the type of material spilled, you can eliminate any
building that either don't store the material at all or don't store enough of it
to account for the spill.

What domain concepts can you identify in this dialog?
 2008, Learning Agents Center
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Identify the Basic Concepts of the Domain
KE: Suppose you were told that a spill had been detected in White Oak
Creek one mile before it enters White Oak Lake. What would you do to
contain the spill?
SME: That depends on a number of factors. I would need to find the source
in order to prevent the possibility of further contamination, probably by
checking drains and manholes for signs of the spill material. And it helps
to know what the spilled material is.
KE: How can you tell what it is?
SME: Sometimes you can tell what the substance is by its smell.
Sometimes you can tell by its color, but that's not always reliable since dyes
are used a lot nowadays. Oil, however, floats on the surface and forms a
silvery film, while acids dissolves completely in the water. Once you
discover the type of material spilled, you can eliminate any building that
either don't store the material at all or don't store enough of it to account for
the spill.
 2008, Learning Agents Center
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Informally Describe the Identified Concepts
KE: Suppose you were told that a spill had been
detected in White Oak Creek one mile before it enters
White Oak Lake. What would you do to contain the
spill?
SME: That depends on a number of factors. I would
need to find the source in order to prevent the
possibility of further contamination, probably by
checking drains and manholes for signs of the spill
material. And it helps to know what the spilled material
is.

Problem
Identification of spill material

Spill
Attributes of spill

Source (Location):
Material (Type):
Volume:

KE: How can you tell what it is?
SME: Sometimes you can tell what the substance is
by its smell. Sometimes you can tell by its color, but
that's not always reliable since dyes are used a lot
nowadays. Oil, however, floats on the surface and
forms a silvery film, while acids dissolves completely in
the water. Once you discover the type of material
spilled, you can eliminate any building that either don't
store the material at all or don't store enough of it to
account for the spill.
 2008, Learning Agents Center

Material of spill
Attributes of material

Smell (Odor):
Color:
Does it dissolve?
Possible locations:
Amount stored:
44

Identify the Basic Concepts of the Domain (cont.)
As a result of such dialogues, the knowledge engineer identifies a set of
concepts and features used in this problem:
• Problem: Identification of spill material

• Attributes of spill
Type: Oil, acid
Location: <A set of drains and manholes>
Volume: <A number of liters>
• Attributes of material
Color: Silvery, clear, etc.
Odor: Pungent/choking, etc.
Does it dissolve?
Possible locations: <A set of buildings>
Amount stored: <A number of liters>
 2008, Learning Agents Center
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object
building

odor

building 3024

source

vinegar odor

building 3023
s6-1 s6-2

location

pungent/choking odor
substance

drain

d6-1 d6-2 m6-1 m6-2

diesel oil

oil

acid

water
gasoline

hydraulic oil
 2008, Learning Agents Center

appearance

manhole

sulfuric acid

silver film no film
acetic acid

hydrochloric acid
46

Define the Problem Solving Rules
The knowledge engineer now uses the identified concepts
to represent the expert's method of determining the spill
material as a set of rules:
To determine-spill-material:
[1]

IF

the spill does not dissolve in water
and the spill does form a silvery film,
THEN let the spill be oil.

[2]

IF

the spill does dissolve in water
and the spill does form no film,
THEN let the spill be acid.

(continued on next page)
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Define the Problem Solving Rules (cont.)
(continued from previous page)

[3]

IF
THEN

[4]

IF

THEN

the spill = oil
and the odor of the spill is known
choose situation:
IF
THEN

the spill does smell of gasoline
let the material of the spill be gasoline with certainty .9;

IF
THEN

the spill does smell of diesel oil
let the material of the spill be diesel oil with certainty .8.

the spill = acid
and the odor of the spill is known,
choose situation:
IF
THEN

the spill does have a pungent/choking odor
let the material of the spill be
hydrochloric acid with certainty .7;

IF
THEN

the spill does smell of vinegar
let the material of the spill be
acetic acid with certainty .8.

End.
 2008, Learning Agents Center
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Verifying the Problem Solving Rules
The knowledge engineer asks the expert to verify the rules

KE: Here are some rules I think capture your explanation about
determining the type of material spilled and eliminating possible spill
sources. What do you think?
SME: Uh-huh (long pause). Yes, that begins to capture it. Of course if
the material is silver nitrate it will dissolve only partially in the water.

KE: I see. Well, let's add that information to the knowledge base and
see what it looks like.
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Refinement of the Knowledge Base
The knowledge engineer may now revise the knowledge base
by reformulating basic domain concepts, and refining the rules.
Delete: the spill [does, does not] dissolve in water.

Add:

the solubility of the spill is [some level - high, moderate, low].

Modify:[1]

IF

Add: [1.5]

IF
the solubility of the spill is moderate,
THEN let the material of the spill be silver-nitrate
with certainty .6

 2008, Learning Agents Center

the solubility of the spill is low
and the spill does form a silvery film,
THEN let the spill be oil.
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Verification, Validation and Certification
Verification

Testing

Are we building the system right?

Demonstrates the consistency and completeness of
the system with respect to its initial specification
(e.g., in the case of a rule-based system, checks for
different types of rules: redundant, conflicting,
subsumed, circular, dead-end, missing, unreachable,
with unnecessary IF conditions).

Validation

Are we building the right system?

Demonstrates that the system meets
user‟s needs and requirements.
Certification
A written guarantee that the system complies with its specified
requirements and is acceptable for operational use.
O‟Keefe R.M., Balci O., Smith E.P., Validating Expert Systems Performance, IEEE Expert, 2:4, pp. 81-90, 1987.
Awad, E. M., Building Expert Systems: Principles, Procedures, and Applications, West Publishing Company, 1996.
 2008, Learning Agents Center
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Main Phases of the System Development
Defining the problem to solve and system
to be built: requirements specification
Understanding the expertise domain

Development of the object ontology

Feedback
loops
among all
phases

Development of problem solving rules or methods

Testing and refinement of the knowledge base

Verification and validation of the system
 2008, Learning Agents Center
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Potential and Limitations of Expert Systems
“The systems offer remarkable cost savings;
some dramatically „hot selling‟ products; great
return-on-investment; speedup of professional
work by factors of ten to several hundred;
improved quality of human decision making (often
reducing errors to zero); and the preservation and
„publishing‟ of knowledge assets of a firm.
...
These stories of successful applications, repeated
a thousand fold around the world, show that
knowledge-based technology is a tiger. Rarely
does a technology arise that offers such a wide
range of important benefits of this magnitude.
Yet as the technology moved through the phase
of early adoption to general industry adoption, the
response has been cautious, slow, and „linear‟
(rather than exponential)”
 2008, Learning Agents Center

Edward
Feigenbaum
Tiger in a Cage:
The Applications
of KnowledgeBased Systems
AAAI 1993
Invited Talk
54

How Are Expert Systems Built
Expert System
Subject
Matter Expert

Problem Solving
Engine

Knowledge
Engineer
Dialog
Programming

Knowledge Base

Results

A knowledge engineer attempts to understand how a subject
matter expert reasons and solves problems and then encodes
the acquired expertise into the system's knowledge base.
The expert analyzes the solutions generated by the system
(and often the knowledge base itself) to identify errors, and
the knowledge engineer corrects the knowledge base.
 2008, Learning Agents Center
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Why It Is Hard
The knowledge engineer has to become a kind of subject
matter expert in order to properly understand expert‟s problem
solving knowledge. This takes time and effort.
Experts express their knowledge informally, using natural
language, visual representations and common sense, often
omitting essential details that are considered obvious. This
form of knowledge is very different from the one in which
knowledge has to be represented in the knowledge base
(which is formal, precise, and complete).

This transfer and transformation of knowledge, from the
domain expert through the knowledge engineer to the expert
system, is long, painful and inefficient (and is known as "the
knowledge acquisition bottleneck“ of the AI systems
development process).
 2008, Learning Agents Center
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Limiting Factors in Expert Systems Development
Finding the right balance between using general
tools and developing domain specific modules
Limited ability to reuse previously developed knowledge

The knowledge acquisition bottleneck

The knowledge maintenance bottleneck

The scalability of the agent building process
 2008, Learning Agents Center
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Tools for Building Expert Systems
There is a clear separation in
the architecture of an Expert
System between:
• knowledge
(which is contained into the
knowledge base)

Expert System
Problem Solving
Engine
Knowledge Base
ONTOLOGY

• control
(represented by the problem
solving engine).

Ontology

OBJECT
SUBCLASS-OF
BOOK

CUP

TABLE

INSTANCE-OF

Rules/Cases/…

CUP1

ON

BOOK1

ON

TABLE1

RULE
 x,y,z  OBJECT,
(ON x y) & (ON y z)  (ON x z)

Two expert systems, one for diagnosing ships and the other for
diagnosing airplanes, may potentially use the same problem solving
engine. The difference will be in the content of their knowledge bases
(e.g. ship‟s parts vs airplane‟s parts).

The separation between knowledge and control allows the
development of general tools, or shells, that do not contain any domain
specific knowledge in the knowledge base.
 2008, Learning Agents Center
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Expert System Shell
An expert system shell is a system that consists of an
inference engine for a certain class of tasks (like planning,
design, diagnosis, monitoring, prediction, interpretation, etc.)
and supports representation formalisms in which a knowledge
base can be encoded.
Expert System Shell

If the inference engine of an expert
system shell is adequate for a certain
expert task (e.g. planning), then the
process of building an expert system for
that type of tasks is reduced to the
building of the knowledge base.
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Problem Solving
Engine

Knowledge Base
(no domain-specific
knowledge)
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Many of existing building tools are shells that provide an inference engine, a representation
formalism in which the knowledge base could be encoded, and mechanisms for acquiring,
verifying or revising knowledge expressed in that formalism.
Expert system shells can be characterized by the generality of their inference engine. The range
of such tools includes very general shells, like OPS (Cooper and Wogrin, 1988), KEE
(IntelliCorp,, 1988) and CLIPS (Giarratano and Riley, 1994), general shells for a certain type of
expertise task as, for instance, diagnosis in the case of EMYCIN (van Melle et al., 1981), and
even quite specific shells for role-limiting problem solving methods as, for instance, KNACK
(Klinker, 1988) and SALT (Marcus, 1988).
The different types of expert system shells trade the generality of the inference engine (and thus
their domain of applicability) against the assistance given in the building of the knowledge base.
Very general shells give little assistance besides a general specification of the form of the
knowledge (e.g. rules or objects). On the contrary, the shells implementing role-limiting methods
(McDermott, 1988) provide considerable assistance in building a knowledge base which has a
well defined structure imposed by the method. In such a case, building the knowledge base
consists in filling in this structure. Research on the identification of problem solving methods for
generic tasks (Chandrasekaran, 1983; Clancey, 1984; Chandrasekaran, 1986) aims at defining
suitable shells for building expert systems.
When developing an expert system, it is important to find a suitable balance between reusing
general modules and building specific modules. Reusing general modules significantly speeds up
the development process. However, the system may not be well adapted to its specific
application domain and may not be that useful. On the contrary, building the system from
domain-specific modules leads to a well-adapted and useful agent, but the development process
is very difficult. An emerging type of tool is a customizable learning agent shell, which is
applicable to a wide variety of application domains and requires only a limited customization.
 2008, Learning Agents Center
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Limited Ability for Knowledge Reuse
Solution:
New architectural separation at the level of the knowledge base:
- object ontology that defines the concepts of the application domain;
- problem solving rules expressed in terms of these concepts
While an ontology is characteristic to a certain domain (such as an
ontology of military units, or an ontology of military equipment), the rules
are much more specific, corresponding to a certain type of application in
that domain. For example, there may be rules for an agent that assists a
commander in critiquing courses of action, or rules for an agent that
assists in planning the repair of damaged bridges or roads.
Ontologies of military units and equipment developed for a particular
military planning agent could be reused by a course of action critiquing
agent or other type of agent from the military domain.

Ontology reuse (import, merge, export, OKBC protocol, CYC)
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Existing knowledge bases are very rarely reused, primarily for two reasons. First, the
knowledge in the knowledge base is usually very specific to a particular domain and problem,
and cannot be applied directly to a different application area. Second, even if the knowledge
base of an agent is directly relevant to the new area, reuse of it by a different agent, that uses
a different knowledge representation, is likely to be very difficult because of the differences
between the knowledge models of the two agents.
This situation, however, is changing. First, we are witnessing a new architectural separation at
the level of the knowledge base. The knowledge base is increasingly regarded as consisting of
two main components: an object ontology that defines the concepts of the application domain,
and a set of problem solving rules expressed in terms of these concepts. While an ontology is
characteristic to a certain domain (such as an ontology of military units, or an ontology of
military equipment), the rules are much more specific, corresponding to a certain type of
application in that domain. For example, there may be rules for an agent that assists a
commander in critiquing courses of action, or rules for an agent that assists in planning the
repair of damaged bridges or roads.
This emergence of domain ontologies is primarily a result of terminological standardization to
facilitate automatic processing of information, particularly information retrieval. The availability
of domain ontologies raises the prospects of sharing and reusing them when building a new
agent. The Open Knowledge Base Connectivity (OKBC) protocol has been defined to facilitate
knowledge sharing and reuse (Chaudhri et al., 1998). OKBC is a standard for accessing
knowledge bases stored in different frame representation systems. It provides a set of
operations for a generic interface to such systems. There have also been developed OKBC
servers for various systems. These servers are becoming repositories of reusable ontologies
and domain theories, and can be accessed using the OKBC protocol.
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Knowledge Acquisition and Maintenance
Knowledge Acquisition Bottleneck
The difficulty of encoding the knowledge in the knowledge base

Knowledge Maintenance Bottleneck
The difficulty of modifying the knowledge in response to changes
in the application domain or in the requirements of the agent

Promising Solution
Develop learning agents able to acquire and maintain their
knowledge by learning from a variety of information sources (e.g.
from users or other agents, from a repository of information or from
their own experience).
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Agent Training by the Subject Matter Expert
Subject Matter
Expert

Expert System

Knowledge
Engineer

Inference Engine
Dialog
Programming

Knowledge Base

Results

Another approach
There is no
longer a clear
distinction
between
knowledge base
development
and its
maintenance
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Learning Agent
Subject Matter
Expert

Inference Engine
Dialog

Learning Engine
Knowledge Base

Bill Gates (NYT,
1 March 2004): If you
invent a breakthrough
in artificial intelligence,
so machines can
learn, that is worth
10 Microsofts.
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Learning Agent Shell
A learning agent shell is a tool for building expert systems. It
contains a general problem solving engine, a learning engine and
an empty knowledge base structured into an object ontology and a
set of rules.

Interface

Building an expert system for a specific application consists in
customizing the shell for that application and in developing the
knowledge base. The learning engine facilitates the building of the
knowledge base by subject matter experts and knowledge engineers.
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The learning agent shells represent a new class of tools for rapid development of practical end-toend knowledge-based agents (Tecuci et al., 1999). A learning agent shell includes a general
problem-solving engine and a general learning engine for building a knowledge base consisting of
an ontology and a set of problem solving rules. The process of developing a knowledge-based
agent for a specific application relies on importing ontological knowledge from existing knowledge
repositories, and on teaching the agent how to perform various tasks, in a way that resembles
how an expert would teach a human apprentice when solving problems in cooperation. This
process is based on mixed-initiative reasoning that integrates the complementary knowledge and
reasoning styles of the subject matter expert and the agent, and on a division of responsibility for
those elements of knowledge engineering for which they have the most aptitude, such that
together they form a complete team for knowledge base development.
The concept of learning agent shell is an extension of the concept of expert system shell (Clancey
1984). As an expert system shell, it includes a general inference engine that can be reused for
multiple applications. In addition, a learning agent shell exhibits an organization of the knowledge
base into an ontology that specifies the terms from a particular domain, and a set of problem
solving rules expressed with these terms.
The ontology is the more general component of the knowledge base, being characteristic to an
entire domain, such as medicine, or military. A domain ontology specifies terms that are useful in
a wide range of different applications in that domain. For instance, a military ontology would
include specifications of military units and of military equipment that are very likely to be included
in the knowledge base of any agent developed for a particular military application. Moreover,
there is a wide agreement in any mature domain on the basic terms of that domain. This allows
one to reuse ontological knowledge that was previously developed, in order to build a new
knowledge base. As a consequence, a learning agent shell should include modules for importing
ontological knowledge from existing knowledge bases.
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The problem solving rules represent the specific component of the knowledge base. The rules
are not only specific to a particular application in a given domain, but they are even specific to
a particular subject matter expert. Consider, for instance, an agent that assists a military
commander in critiquing courses of action with respect to the principles of war and the tenets
of army operations (an agent that will be described in more detail in this paper). The rules will
identify strengths and weaknesses in a military course of action, and will obviously be domain
specific. Moreover, they are very likely to include subjective elements that are based on the
experience of a specific military expert.
Defining such problem solving rules is a very complex knowledge engineering task. Therefore,
the learning agent shell should include mixed-initiative methods for learning such rules from a
natural interaction with a subject matter expert.
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Learning Agent Shell Approach to KB Development
The complex knowledge engineering activities, traditionally performed by a
knowledge engineer with assistance from a subject matter expert, are
replaced with equivalent ones performed by the subject matter expert and a
learning agent, through mixed-initiative reasoning, and with limited
assistance from the knowledge engineer.
Define
domain
model

Create
ontology

KE
SME

Classical
Instruct SME
to explicitate
reasoning
KE SME
Build specific
reasoning
trees
SME Agent
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Learn
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rules
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Advanced
Provide
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SME Agent
Learn
reasoning
rules
Agent

Analyze
Agent’s
solutions
SME
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errors
SME Agent

Refine
rules
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The expert and the agent collaborate to develop the knowledge base of the agent so that it
represents the problem solving expertise of the subject matter expert.
The top part of the diagram shows the complex knowledge engineering activities that are
required to build a knowledge base. The knowledge engineer has to develop a model of the
application domain that will make explicit the way the subject matter expert solves problems.
Then the knowledge engineer has to develop the object ontology. He or she also needs to
define general problem solving rules and to debug them.
As shown at the bottom of the previous slide, each such activity is replaced with an equivalent
activity that is either entirely performed by the subject matter expert (SME) and the Agent, or
requires only limited assistance from the knowledge engineer (KE). The knowledge engineer is
still needed to help the subject matter expert to define an initial domain model and to develop
an initial object ontology. After that, however, the domain model and the ontology can be
extended and refined by the subject matter expert and the agent. For the complex activities of
defining and debugging the problem solving rules the support required from the knowledge
engineer is significantly reduced or even eliminated. The subject matter expert will teach the
agent how to solve problems, through examples and explanations, and the agent will learn and
refine the rules by itself.
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Learning Agents Center: Mission

• Conducts basic and applied research
on the development of knowledge-based
learning and problem solving agents.
Basic
Research
Applied
Research
Tools
Applications
Transitions
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• Supports teaching in the areas of
intelligent agents, machine learning,
knowledge acquisition, artificial intelligence
and its applications.
• Develops and applies the Disciple theory,
methodology and agent shells for building
agents that can be taught how to solve
problems by subject matter experts.
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Teaching as Alternative to Programming

Building an intelligent machine by programming
is too difficult.
“Instead of trying to produce a programme to
simulate the adult mind, why not rather try to
produce one which simulates the child's? If this
were then subjected to an appropriate course of
education one would obtain the adult brain.”
Turing, A.M. (1950). Computing machinery and intelligence.
Mind, 59, 433-460.
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Disciple Approach to Agent Development
Develop learning and problem solving agents that can be taught by
subject matter experts to become knowledge-based assistants.
The expert teaches the agent to
perform various tasks in a way
that resembles how the expert
would teach a person.

The agent develops its
knowledge base to represent
expert‟s knowledge and
problem solving strategies.

Main Ideas
• Mixed-initiative problem solving
• Teaching and learning
• Multistrategy learning

Resulting agent capabilities
• Learning expert knowledge
• Assisting users in problem solving
• Teaching students
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LAC has developed a theory, a methodology, and a family of tools for the rapid building of
knowledge-based agents (or expert systems) by subject matter experts, with limited assistance
from knowledge engineers, to overcome the knowledge acquisition bottleneck. The main idea
of this approach, called Disciple, consists in developing an instructable (learning) agent that
can be taught directly by a subject matter expert to become a knowledge-based assistant.
The expert will teach the agent how to perform problem solving tasks in a way that is similar to
how the expert would teach a person. That is, the expert will teach the agent by providing it
examples on how to solve specific problems, helping it to understand the solutions, and
supervising and correcting the problem solving behavior of the agent. The agent will learn from
the expert by generalizing the examples and building its knowledge base. In essence, the goal
is to create a synergism between the expert that has the knowledge to be formalized and the
agent that knows how to formalize it. This is based on methods for mixed-initiative problem
solving, integrated teaching and learning, and multistrategy learning. The end result is an
approach for rapid agent development and maintenance.
The Disciple approach has been successful applied to several military domains (workaround
planning, course of action critiquing, center of gravity analysis, and intelligence analysis)
proving to be superior to competing agent development approaches.
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Disciple’s Vision on the Future of Software Development

Mainframe
Computers

Personal
Computers

Learning
Agents

Software systems
developed and used by
persons who are not
computer experts

Software systems
developed and used
by computer experts
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computer experts
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The Disciple approach contributes directly to a new age in the software systems development
process, as illustrated in the previous viewgraph.
In the mainframe computers age, the software systems were both built and used by
computer science experts.
In the current age of personal computers, these systems are still being built by computer
science experts, but many of them (such as text processors, email programs, or Internet
browsers) are now used by persons that have no formal computer education.

Continuing this trend, we think that the next age will be that of the personal agents, where
typical computer users will be able to both develop and use special types of software agents.
The Disciple approach attempts to change the way intelligent agents are built, from “being
programmed” by a knowledge engineer to “being taught” by a user who does not have prior
knowledge engineering or computer science experience. This approach would allow a typical
computer user, who is not a trained knowledge engineer, to build by himself an intelligent
assistant as easily as he now uses a word processor to write a paper.
It is enough to consider how current personal computers have changed our work and life, to
imagine how much more the learning agents will impact us.

 2008, Learning Agents Center

75

Architecture of a Learning and Tutoring Shell
Implements general problem solving
methods (e.g. task reduction) that use the
knowledge from the knowledge base to
solve problems.

Implements general methods
for authoring pedagogical
knowledge and for tutoring and
assessing the student.

Domain
Knowledge

Learning Engines

Pedagogy
Knowledge

Subject Matter Expert,
Knowledge Engineer,
and Instructional Designer

Implements multi-strategy
knowledge acquisition and
learning methods for defining and
extending the knowledge in the
knowledge base.
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Interface

Problem
Solving Engines

Tutoring Engines

Interface

Knowledge Base

Student

Data structures that represent:
1) objects from the domain, general laws
governing them, actions that can be performed
with them, etc.
2) abstract lessons, definitions, types of
exercises, student model, etc.
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The Disciple approach is particularly relevant to education.
The previous viewgraph shows an extended architecture for Disciple (and a learning agent
shell, in general) that allows it to rapidly develop intelligent tutoring systems.
The next viewgraph illustrates our long term research vision for the application of learning
and tutoring agent shells (such as Disciple) in Education.
As shown in the left-hand side part, a teacher teaches a Disciple agent through examples
and explanations, in a way that is similar to how the teacher would teach a student. After
that, the Disciple agent can be used as a personal tutor, teaching the students in a way
that is similar to how it was taught by the teacher.
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Vision on the Use of Disciple in Education

teaches

Disciple
Agent KB

teaches

Disciple
Agent KB

teaches

…

The expert/teacher teaches Disciple
through examples and explanations,
in a way that is similar to how the
expert would teach a student.

Disciple
Agent KB

Disciple
Agent KB

teaches

Disciple tutors the student in a
way that is similar to how the
expert/teacher has taught it.
 2005,
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Overview

Class Introduction and Course’s Objectives
Knowledge Society and Intelligent Systems

Building Expert Systems: Classical Approaches
Building Expert Systems: Advanced Approaches
Assignments and Readings
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Assignment 1

Please prepare a short word document with the following information:
Your name, a small picture with your face, your degree program, and
any other information that characterizes you and you would like me to
know, such as educational and professional goals, professional
interests, the reason you are taking this course, etc.
This can be as short as one paragraph and as long as you wish.
Please send it both by email (to tecuci@gmu.edu) and on paper, by
Tuesday, September 2nd.

Points: 5
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Assignment 2

Identify a web page that seems believable but you decide that it is not.
Justify your assessment.
Submit this assignment to tecuci@gmu.edu before 8 am on Tuesday,
September 2nd.

Note: This assignment is intended as an introduction to the domain of
the expert system that we will develop during this course.
This expert system will help a user in assessing the believability of a
webpage.
Points: 10
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